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CHAPTER 8 

INFERENCE 

 

We have now defined the CTBN framework and shown how to learn 

models from data. This chapter covers the key remaining task we have yet to 

explore: inference. We begin with a discussion of the types of queries we might 

wish to answer and the difficulties of exact inference. This discussion leads us to 

approximate inference which can take computational advantage of the 

independencies encoded in our factored CTBN representation. We present a 

cluster-graph based message-passing algorithm which is a variant of expectation 

propagation           

 

8.1 QUERIES OVER A CTBN 

In Chapter 3, we showed that we can view a CTBN as a compact 

representation of a joint intensity matrix for a homogeneous Markov process. 

Thus, at least in principle, we can use a CTBN to answer any query that we can 

answer using an explicit representation of a Markov process: We can form the 

joint intensity matrix and then answer queries just as we do for any homogeneous 

Markov process, as described in chapter 2. 
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8.2 DIFFICULTIES WITH EXACT INFERENCE 

The obvious flaw in our discussion above is that our approach for 

answering these queries requires that we generate the full joint intensity matrix for 

the system as a whole, which is exponential in the number of variables. The 

graphical structure of the CTBN immediately suggests that we perform the 

inference in a decomposed way, as in Bayesian networks. 

 

8.3 ALGORITHM OVERVIEW 

In the previous section, we argued that we cannot generally use exact 

inference in CTBNs. So, in the remainder of this chapter, we focus on 

approximate inference. We restrict our attention to task of filtering only because 

complications arise when attempting to run a version of this algorithm for 

smoothing. Our algorithm uses message passing in cluster graphs, of which clique 

tree algorithms are a special case. In our algorithm, the clusters do not represent 

factors over values of random variables.  

 

8.4 INCORPORATING EVIDENCE INTO CIMS 

Point observations about the system state affect our distribution over the 

state at a single point in time, which in turn, affects the distribution over the 
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behavior of the system. But they do not affect our distribution over the dynamics 

as parameterized by the CIMs. 

 

8.4.1 MARGINALIZING CIMS 

Clusters in our cluster tree are associated with unnormalized CIMs, perhaps 

reduced by the incorporation of continuous evidence. In most cases, the marginal 

dynamics of such a CIM over a subset of variables cannot be described using an 

unconditional intensity matrix. Indeed, in general, the marginal distribution over a 

single variable X can only be correctly described by constructing the entire joint 

intensity matrix, and considering its marginal distribution over X. However, we 

can approximately marginalize factors — products of (reduced) CIMs — by 

projecting them into the space of distributions represented as unconditional 

intensity matrices. More precisely, suppose we have an unnormalized intensity 

matrix over S and we are trying to find the projection over the subset of    

variables V. 

8.5 EXPECTATION PROPAGATION (EP) 

Based on these operations, we can describe a message propagation 

algorithm for CTBNs. As discussed above, when using approximate projection, 

we can apply the algorithm iteratively, as in expectation propagation, with the 

goal of improving our estimates. 
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8.5.1 EP FOR SEGMENTS 

We first consider the message propagation algorithm for one segment of 

our trajectory, with constant continuous evidence. The generalization to multiple 

segments follows. We first construct the cluster tree for the graph G. This 

procedure is exactly the same as in Bayesian networks — cycles do not introduce 

new issues. We simply moralize the graph, connecting all parents of a node with 

undirected edges, and then make all the remaining edges undirected. If we have a 

cycle, it simply turns into a loop in the resulting undirected graph. We then select 

a set of clusters Ci. These clusters can be selected so as to produce a clique tree 

for the graph, using any standard method for constructing such trees. Or, we can 

construct a loopy cluster graph, and use generalized belief propagation. The 

message passing scheme is the same in both cases. 

8.5.2 ENERGY FUNCTIONAL 

As for any EP algorithm over the exponential family, we can show that the 

convergence points of the EP algorithm in Section 8.5.1 are fixed points of the 

constrained optimization of the Kikuchi free energy functional, subject to 

calibration constraints on the projected marginal’s. 

8.6 RESULTS 

In DBNs, all variables in the system must be modeled at the time 

granularity of the variable that evolves most quickly. 


