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CHAPTER 1 

INTRODUCTION 

Change is the law of nature. Whether we are playing some games, cooking 

a meal, investing money, or pursuing a scientific understanding of some corner of 

the universe, we are reasoning about change. In doing so, we must have some 

understanding about which changes are likely to occur and when they will happen. 

The time and nature of any particular change is influenced by many factors 

which are they, changing. Consider an example; we want to predict the amount of 

time that a person remains unemployed, which can depend on the state of the local 

economy where they live, on their own financial situation, and more. 

We need only two states to describe whether or not a person is employed. 

But that doubles to four states if we include information about whether or not the 

person is married. And it doubles again, to eight states, if we want to include 

information about whether or not the person has children. While eight states is 

not, in itself, a problem, additional factors will quickly lead us to models that 

would require millions of states and more. This exponential explosion in the state 

space makes investigating these questions more difficult. One approach is to 

pretend that these other factors never change. So can we learn a two-state model 

for the employment of a person who is married without children and a separate 

two-state model for the employment of a person who is married with children? 
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But this is unsatisfactory on several levels. If we want a true estimate of how long 

a person who is married without children will remain employed (or employed at 

their current job), we should include the possibility that that person might have 

children. And someone else might want to ask a slightly different question, such 

as when a person is likely to have children. Should we have to learn an entirely 

new set of models? 

Although these questions touch on a wide variety of issues, they are all 

questions about distributions over time. Standard ways of approaching such 

questions — event history analysis (Blossfeld et al., 1988; Blossfeld & Rohwer, 

1995; Andersen et al.,1993) and Markov process models (Aalen, 1975; Andersen 

& Borgan, 1985; Duffieet al., 1996; Lando, 1998) — work well, but there is a 

catch. Including more factors in our model comes at the price of an exponential 

increase in the size of our state space. In our model comes at the price of an 

exponential increase in the size of our state space. 

The solution is to allow the specification of models with structured state 

spaces where some variables do not directly depend on others. Bayesian networks 

(Pearl, 1988) are a standard approach for modeling structured domains. A 

Bayesian network, belief network or directed acyclic graphical model is a 

probabilistic graphical model that represents a set of random variables and their 

conditional dependencies via a directed acyclic graph (DAG). Formally, Bayesian 

Networks are directed acyclic graphs whose nodes represent random variables in 



 [ 7 ] 

the Bayesian sense: they may be observable quantities, latent variables, unknown 

parameters or hypotheses. Each node is associated with a probability function that 

takes as input a particular set of values for the node's parent variables and gives 

the probability of the variable represented by the node. Dynamic Bayesian 

networks (DBNs) (Dean & Kanazawa, 1989) are the standard extension of 

Bayesian networks to temporal processes. DBNs model a dynamic system by 

discrediting time at some granularity, ∆t, and providing a Bayesian network 

fragment that represents the probabilistic transition of the state at time t to the 

state at time t + ∆t. Thus, DBNs represent the state of the system at different 

points in time, but do not represent time explicitly. If we obtain observations 

which are irregularly spaced in time, we must still represent and perform 

computations over the intervening time slices at which no evidence is obtained. 

The purpose of this thesis is to address these issues by providing a method of 

using continuous time models over a structured state space. By modeling time 

directly we avoid the requirement to choose some granularity for the entire 

system. By using a structured state space, we avoid the exponential blow-up in our 

representation, which we then leverage for computational advantage in learning 

models from data and using models to answer queries. 

The central contribution of this thesis is to introduce the framework of 

Continuous Time Bayesian Networks (CTBNs). Moreover, this framework 

explicitly represents temporal dynamics and allows us to query the network for the 
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distribution over the time when particular events of interest occur. Given 

sequences of observations spaced irregularly through time, we can propagate the 

joint distribution from observation to observation.  

We introduce CTBNs, a new framework for modeling finite-state, 

continuous time processes over a factored state. We provide algorithms for 

learning CTBN parameters from complete data, including maximum likelihood 

and Bayesian approaches. 

We show how to use score-based structure search to learn CTBN structure from 

complete data. This includes the derivation of a Bayesian score for evaluating 

CTBN structures. 

We prove that, when restricted to networks with a fixed maximum number 

of parents per node, finding the highest scoring CTBN structure can be done in 

polynomial time in the number of variables and the size of the dataset. We show 

how to use expectation maximization (EM) and structural expectation 

maximization (SEM) to learn CTBN parameters and structure from incomplete 

data. 

We extend the basic CTBN representation to allow for more complex 

distributions over when the next state transition will occur. 

In the next chapter, we review the basic background on Bayesian 

Networks, Dynamic Bayesian Networks, and Continuous Time Markov processes.  
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Chapter 4 covers the form of the likelihood function and sufficient statistics 

for CTBNs.  

Chapter 5 treats the problem of learning CTBNs, providing an algorithm 

for use when we have complete data. This chapter includes a Bayesian approach 

to learning parameters and structure.  

Chapter 6 compares the CTBN and DBN frameworks including some 

experimental results.  

Chapter 7 shows how to use expectation maximization to extend CTBN 

parameter and structure learning to situations where we have missing data.  

Chapter 8 looks at the problem of inference and provides a message-

passing cluster graph algorithm that is a variant of Expectation Propagation 

(Minka, 2001a).  

Chapter 9 provides a powerful and general method for increasing the 

representational power of CTBNs. It also revisits the comparison with DBNs.  

Chapter 10 Discusses related work and  

Chapter 11 It concludes the thesis with a summary and discussion of future 

work. 

 


